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Abstract

Artificial intelligence (AI) systems impact society, the environment,
and the economy. Documenting them is a prerequisite to under-
standing and assessing such impact. Additionally, real-world AI
systems are highly complex: they may consist of multiple models
and datasets, may be embedded into a software application, and
may run on different hardware structures. Existing documentation
practices do not sufficiently mirror this complexity or focus only
on specific aspects of the possible impact of such a system.

To close this gap, we propose the AI through the lens of Multidi-
mensional Sustainability Templates (AIMS-Templates). The frame-
work of multidimensional sustainability, i.e., acknowledging that
sustainability has a social, environmental, and economic dimen-
sion, thereby allows us to cover all relevant areas of impact of an
Al system. The AIMS-Templates consist of three sub-templates,
covering the Al system, the Al model, and the dataset, and were
developed in an iterative process including feedback from practi-
tioners and from applying it in two use cases. They are designed
for any type of Al model and dataset, for internal and external use,
and with a focus on feasibility. In addition to presenting the AIMS-
Templates, we discuss first learnings from using them in practice.
As such, the AIMS-Templates are a concrete proposal for achieving
the often-called-for greater transparency of Al systems and a basis
to understand their potential positive impact for sustainability.
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1 Introduction

Artificial Intelligence (AI) systems have an impact in various do-
mains of society, the environment, and the economy [13, 16, 22, 23,
25, 29, 35]. Assessing their actual impact is of critical importance to
ensure that such systems are overall beneficial. A prerequisite in this
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endeavor is documenting the Al system, and creating transparency
about it. Additionally, real-world Al systems are increasingly com-
plex: an Al system may consist of several Al models, may be trained
on different datasets, may be embedded into an app through which
it collects additional data, and may be running on different types
of infrastructure.

Current documentation practices do not sufficiently mirror this
complexity nor do they cover all relevant aspects of impact of an Al
system: they focus either on individual parts of an Al system such
as the Al model [26] or dataset [11], or are specific to a particular
area of impact [18]. Other templates are designed with a focus on
regulatory compliance [12, 21].

To close this gap, we present the AI through the lens of Multi-
dimensional Sustainability Templates (AIMS-Templates), documen-
tation templates that allow documenting the complexity of a real-
world Al system. At the same time, the templates cover the possible
impact of an Al system on society, the environment, and the econ-
omy, made possible by applying the framework of multidimensional
sustainability.

The AIMS-Templates consist of three sub-templates that cover
the Al system, model, and dataset individually. These sub-templates
include general information for each of these three elements as well
as aspects of social, environmental, and economic impact, clustered
along the three dimensions of sustainability. The AIMS-Templates
are designed for organizations that develop Al systems and can
be used both for internal or external documentation purposes. In
addition, documentation is not restricted to a particular type of Al
model or a specific dataset. We also put an emphasis on the feasi-
bility of the templates, considering the trade-off between details to
document and time spent filling the templates.

1.1 Structure of the paper

In Section 2, we present the background and related work of the
AIMS-Templates. This is followed by an explanation of the devel-
opment process of the templates as well as a detailed description of
what the templates document in Section 3. We discuss the scope of
the templates, challenges when implementing them, first learnings
from using the templates in practice, and the possibility to use them
as part of an impact assessment in Section 4. The conclusion of the
paper is presented in Section 5.

2 Background and related work

In this section, we cover work on the sustainability of Al as well
as on documentation practices. If work is integrated in our tem-
plates, we briefly discuss it, while we explain its integration in the
next section.
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2.1 Sustainability of Al

The first internationally recognized definition of sustainability goes
back to the Brundtland Report, which states that “sustainable de-
velopment seeks to meet the needs and aspirations of the present
without compromising the ability to meet those of the future” [30].
Importantly, the report also emphasizes that sustainability has a
social, environmental, and an economic dimension, commonly re-
ferred to as multidimensional sustainability. The framework of mul-
tidimensional sustainability offers a comprehensive perspective
that can also be applied to understand the social, environmen-
tal, and economic impact of Al systems', as introduced by van
Wynsberghe [38]. In her work, van Wynsberghe additionally dis-
tinguished between sustainability of Al or Al for sustainability.
The former refers to the discussion of the sustainability aspects of
Al systems, for example, energy use and emissions during train-
ing or the material use of the hardware infrastructure behind it;
the latter refers to the fact that Al systems can be used for tasks
that contribute to sustainability, for example, to support the moni-
toring of biodiversity. Following this distinction, the focus of the
AIMS-Templates is on the sustainability of Al.

There are few practical works which use a multidimensional
sustainability perspective for Al. A key work and - at the time of
writing this paper - the only work we know that operationalizes
multidimensional sustainability of Al, is the SCAIS (sustainability
criteria and indicators for Al systems) framework [34]. In their work,
Rohde et al. suggest 19 assessment criteria for the sustainability of
an Al system, covering not only the three sustainability dimensions
but also organizational aspects of the organization behind the Al
system. Each of these criteria is thereby operationalized by one or
more indicators and is mapped to the life-cycle of an Al system.
In addition to academic work [34], the associated project SustAIn?
provides an online tool for self-assessment that can be utilized by
organizations using or developing Al systems. The result of this
assessment gives a first idea of how their Al system performs w.r.t.
the proposed sustainability criteria of the SCAIS framework.

The SCAIS framework is one of the academic contributions that
played an important role when designing the AIMS-Templates as
we will describe below. Nevertheless, it is important to understand
that our templates have a different scope. First, the SCAIS frame-
work was developed for supervised models, while our templates
are applicable to any type of Al model. Also, our templates focus
more heavily on technical aspects and therefore on collecting the
specific details about an Al system. However, these differences are
not surprising if we acknowledge that the SCAIS framework is
developed with the purpose of assessing Al systems w.r.t. sustain-
ability while the AIMS-Templates provide only a first step towards
an assessment, which is a neutral overview of an Al system.

2.1.1  Social sustainability. Al systems are susceptible to biases,
which can lead to unfair and potentially discriminatory outputs
that can have severe negative effects on individuals [2, 29]. For
example, Al systems have been shown to incorrectly accuse people
of welfare fraud, in combination with exhibiting racial bias [3, 31],
or to unjustly assign a higher risk of recidivism based on race [32].
Additionally, such systems are often based on non-interpretable

By “Al system”, we refer in this work to the combination of Al model and dataset.
Zhttps://sustain.algorithmwatch.org/en/about-us/about-the- sustain-project/
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Al models and can therefore produce outputs that are hard to ex-
plain [13, 27]. These are only two of the aspects commonly dis-
cussed under the umbrella term of “social impact” of Al systems
and are therefore of importance in the discussion of social sus-
tainability. Using the operationalization of social sustainability of
the SCAIS framework [34], the relevant criteria of an Al system
are: 1) transparency and accountability; 2) non-discrimination and
fairness; 3) technical reliability and human supervision; 4) self-
determination and data protection; 5) inclusive and participatory
design; and 6) cultural sensitivity.

2.1.2  Environmental sustainability. Al systems are increasingly
scrutinized for their use of natural resources and for causing ad-
ditional greenhouse gas emissions, further accelerating climate
change. Scholars have investigated their energy use and related
emissions during training and inference [23, 24], their water con-
sumption [19], and their use of raw materials [4, 9], among others.
Drawing on the SCAIS framework [34], aspects of environmental
sustainability are 1) energy consumption; 2) CO2 and GHG emis-
sions; 3) sustainability potential in application; as well as 4) embod-
ied and shared resource consumption.

Regarding the measurement or calculation of energy consump-
tion and associated emissions for Al models, there are several off-
the-shelf tools available. Examples of such tools are Code Carbon?,
the Carbon Tracker*, the Experiment Impact Tracker®, or the online
tool ML CO2°. Emissions of an Al model can also be estimated from
data about the training process of a model, using the following
formula [22]:

C=PxTxI (1)

where P refers to the power consumption of the hardware, T to
the training time, and I to the carbon intensity of the energy grid.
For general-purpose Al (GPAI) models, the online emission cal-
culator Ecologits’ provides a way to estimate emissions based on
the length of the input prompt. Additional information about the
environmental impact of GPAI models is provided by [17] and their
interactive overview.’
2.1.3  Economic sustainability. Collecting, cleaning, and labeling
large datasets for model training can involve the often exploitative
and low-paid work of data workers [16, 25]. Another considera-
tion of the economic impact of Al systems is publicly sharing Al
models and datasets: since Al models can require long training
and large amounts of data, unequal access to these resources can
hinder smaller organizations developing their own Al systems. Mak-
ing models and datasets openly available is therefore one step to
counteract such imbalanced market access [34]. These are only
two examples of how Al systems can impact the economy. Draw-
ing on the SCAIS framework [34], relevant aspects of economic

Shttps://codecarbon.io/

“https://carbontracker.info/
Shttps://github.com/Breakend/experiment-impact-tracker
Chttps://mlco2.github.io/impact
"https://huggingface.co/spaces/genai-impact/ecologits-calculator
8https://app.powerbi.com/view?r=ey]JrljoiZjVmOTIOMmMtY2U2Mi00ZTE2LTk2M
GYtY2ZjNDMzODZkM;jlmliwidCI6[jQyNmQyYThKLT]jY2QtNDI1INS04OTNKLTA
20DZhMzJjMTY4ZCIsImMiOjF9
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sustainability are 1) market diversity and exploitation of innova-
tion potential; 2) distribution effect in target market; as well as 3)
working conditions and jobs.

2.2 Documentation

Documenting Al systems is an important step to create trans-
parency about them and has both value within the organization
developing Al systems and for external stakeholders. For example,
it can be a key document in the process of on-boarding new staff to
the development team, it can support external auditors in assessing
the impact of an Al system, or help other development teams to
re-use an Al system that was made publicly available.

Common documentation approaches focus on individual parts
of an Al system, i.e, the Al model [1, 5, 26] or the dataset [11, 14, 33].
Model cards [26], a well-known framework for documenting Al
models, suggest a standardized framework to create a short descrip-
tion of the most relevant aspects of an Al model. Such cards cover
model details, information about the intended use of the model,
factors that may determine model output, as well as metrics for
evaluation. In addition, they contain information about the evalua-
tion and training data, on conducted quantitative analyses, ethical
considerations of the model, as well as caveats and recommenda-
tions. The datasheet [11] framework is similarly well known but
aims to summarize relevant aspects of a dataset. Such a sheet covers
the motivation behind dataset creation, its composition and collec-
tion process, dataset use, and maintenance. Different to the model
card framework, the authors formulate a question for each of the
covered aspects, instead of providing a description. Both of these
frameworks are important contributions to document Al systems.
However, they only cover parts of an Al system, which is different
to our template. Also, while they do include aspects clustered in the
AIMS-Templates under social sustainability as well as some of the
relevant questions on economic sustainability, they do not concern
environmental aspects of an Al model or dataset.

Others documentation templates cover the complete Al system
but focus on a specific aspect of Al systems, such as environmental
impact [18] or the compliance of an Al system [12, 21]. The docu-
mentation framework that is most relevant to the AIMS-Templates
is TechOps [21], a framework for the documentation of Al systems
in accordance with the EU AI Act [8]. This framework covers the
full Al system and provides separate sub-templates for the Al ap-
plication, the Al model, and the dataset. It covers both technical
and non-technical aspects and lists them together with the ap-
plying regulation. In addition to general information covered in
these sub-templates, some of the aspects that we document in the
AIMS-Templates under embedding and hardware are discussed by
TechOps, as well as some sustainability aspects but with limited
coverage of the environmental dimension. Also, TechOps contains
sections only relevant for compliance, such as the EU AI Act-based
risk classification (application template), and declarations of con-
formity (all templates). The critical difference between TechOps
and the AIMS-Templates is the goal: while TechOps aims for com-
pliance, our goal instead is a comprehensive documentation of the
different impacts of an Al system. Additionally, the AIMS-Templates
integrate environmental sustainability considerations to a much
wider extent.
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2.2.1 Assessment. Assessing an Al system is a step that often fol-
lows after a system and its impacts are properly documented. In
this regard, we already mentioned the SCAIS framework, providing
a comprehensive, although high-level, assessment framework for
Al systems [34]. However, most of the aspects of multidimensional
sustainability are difficult to quantitatively assess and compare
across different Al systems and also strongly depend on the applica-
tion context. An exception to this is the energy use and associated
emissions of a system, for which several benchmark and labeling
practices exist [10, 15].

As part of the Impact Al project, the AIMS-Templates can be also
part of an assessment method for Al systems. We describe some
aspects of this assessment in Section 4.4.

3 The AIMS-Templates

In this section, we explain the two-step development process of the
AIMS-Templates. Following that, we discuss the content of each of
the three sub-templates and close with a note on how we document
(the integration of) GPAI models.

3.1 Development process

The first version of the AIMS-Templates was assembled by consult-
ing the model cards framework [26], the datasheet framework [11],
and the SCAIS framework [34]. In addition to these three key works,
we enriched the template with single aspects of the UNESCO Ethical
Impact Assessment for Al systems [37], and more general literature
on the sustainability of Al systems [35]. The form fields and associ-
ated prompts or questions that we extracted from this literature for
our documentation framework were clustered into separate blocks,
depending on whether they covered general information about the
Al system or aspects of multidimensional sustainability. Regarding
the included aspects of sustainability, we thereby started from the
SCAIS framework [34]. Many of its sustainability criteria and in-
dicators are part the AIMS-Templates, even if naming or mapping
to a sustainability dimension may differ. Also, the first version of
the AIMS-Templates consisted of only one template documenting
general information about the Al system, the AI model, and the
dataset, followed by the three dimensions of sustainability.

We tested this first version internally, interviewing a former
co-worker on their Al project. Additionally, we received feedback
from both academics with different disciplinary backgrounds and
practitioners on the templates. On the one hand, such feedback was
a fixed part of the development process and was possible through
the transdisciplinary structure of the Impact Al project in which the
AIMS-Templates was developed: while the research team combines
interdisciplinary expertise, two NGOs are part of the overall project
team with which we continuously exchange. These two organiza-
tions are Greenpeace’ and Economy for the Common Good'°. On the
other hand, such feedback was received by consulting the research
council of the Impact Al project, which consists of 11 members
that span academia, civil society, and industry. In addition, we have
already used the first version of the AIMS-Templates to document
the Al system in two different use cases (see also Section 4.3 below),

https://www.greenpeace.de/
Ohttps://germany.econgood.org/
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Figure 1: The structure of the AIMS-Templates: each of the
three sub-templates consists of a general section (overview)
and a sustainability section (sustainability abbreviated with
S). The Al system template also covers the embedding of the
Al system as well as the underlying hardware.

pointing us to additional friction points when using the templates
in practice.

Overall, the different feedback channels were useful for improv-
ing both the structure and content of the AIMS-Templates. The
revised version differs from the first version in the following three
ways: first, the templates are more precise and place an even greater
emphasis on technical aspects. To this end, we deleted many of
the open text questions or replaced them with a closed question,
added multiple choice options, and specified the format of the in-
formation to collect (e.g., a text, or a date in the format YYYY). Also,
the revised templates include a more detailed collection of data
on the hardware behind the AI system, as well as data to allow
an estimation of energy use and emissions. Second, due to these
changes, the revised version subsequently incorporates additional
literature [2, 20, 21, 29]. Third, we split the revised version into three
sub-templates, covering the Al system, the model, and the dataset,
respectively. This modularization is also inspired by TechOps [21],
and allows easier documentation in cases where an Al system con-
tains more than one Al model or dataset. The revised version was
internally tested and is currently used in an additional use case.

3.2 Description

The AIMS documentation templates consists of three sub-templates:
1) the Al system template; 2) the AI model template; and 3) the
dataset template (see also Figure 1). The structure of each of the sub-
templates is the same: the general part covers the main facts about
the system, model, or dataset, followed by aspects of sustainability
which are split by dimension (social, environmental, economic). Not
all templates cover all sustainability dimensions and aspects that
are part of these dimensions. The Al model and dataset templates
end with a few open questions on additional harms. We describe
details of each sub-template in the following sections.
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For each harm covered in the templates, both its evaluation (e.g.,
“Did you evaluate the privacy of your model?”) and possible miti-
gation strategies (e.g., “Did you apply any methods to improve the
privacy of your model?”) are covered. The questions are tailored to
the specific risk and are supported by follow-up questions to clarify
the details (e.g., “What were your results? Which measures?”).

Also, the documentation templates regularly contains form fields
to enter “additional information”. When implementing the tem-
plates as an online questionnaire (see also Section 4.3), we addition-
ally added upload fields so that organizations that fill the templates
can upload additional material about their Al system.

The full version of the AIMS-Templates is available on Zenodo.!!

3.2.1 Al system template. The Al system template is shown in Ta-
ble 1. The first part of the template covers basic information about
the Al system (section Overview). To this end, the template asks
for a description of the Al system and the main steps in its devel-
opment. The description is particularly relevant, as it is the basis to
understand the overall structure of the Al system, including, how
the Al models and datasets connect. This is followed by details on
the embedding of the Al system, i.e., how the system is embedded
into digital infrastructure such as an app or a website. The template
covers both a general description of this embedding and its tech-
nical details, as well as questions about additional data that may
be collected through the embedding, such as user access data. This
question is motivated by the specific needs that the collection and
processing of personal data may necessitate [7]. The overview also
contains information on the hardware used to train and deploy the
Al system. Here, the documented information depends on what
type of infrastructure is used, i.e, whether it is local, remote, or a
mix of both. For local hardware, the template collects the number
and type of processors, the size of memory, the storage, as well as
the share of renewable energy in the overall energy supply. Regard-
ing remote hardware, the template asks about the provider of the
server, number and type of processors, the size of memory, and
the storage. Also, it collects power usage effectiveness (PUE) and
water usage effectiveness (WUE), two parameters to understand the
sustainability of servers. Finally, the template asks for their location,
which can be used to determine the emissions of the computing
infrastructure [22]. Lastly, the template collects information about
hardware differences in training and deployment, as well as plans
to update the infrastructure.

Social Sustainability covers first questions about the documen-
tation of the Al system, as well as audit trails or other monitoring
logs. All of these questions are part of the transparency aspect.
The template also documents the safety and security aspects of the
system, covering an evaluation of such aspects, a description of
what the relevant safety and security aspects of the system in focus
are, as well as possible mitigation measures. Under Environmen-
tal Sustainability, the template includes user statistics (average
number of users and usages per month), which is important infor-
mation to estimate energy consumption and emissions of the Al
system: the cost of a single inference scales with the number of
usages, meaning that even if the energy use of a single inference of
a system is small, high usage numbers can lead to a large overall

https://doi.org/10.5281/zenodo.21409709
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Overview
1. Description and development
Description
Main steps development
2. Embedding
Description
Technical aspects
Additional data collection
3. Hardware
Description
Updates
Social Sustainability
1. Transparency
Documentation
Audit trails and other logs
2. Safety and Security
Evaluation
Mitigation measures
Environmental Sustainability
1. Complexity, energy use and emissions
Usage information
2. Natural resources
Decommissioning plans
Certificates

Table 1: Overview of the Al system template.

energy need [22]. Additionally, the template covers decommission-
ing plans for hardware once the Al system becomes obsolete and
information about certificates on the sustainability of the hardware,
e.g., the German environmental certificate Blauer Engel'? or the
Energy Star label'®. The dimension of Economic Sustainability
is not covered in this template and we explain the reasoning for
this below (Section 4.1).

3.2.2 Al model template. An overview of the AI model template
can be found in Table 2. The first part of the template addresses
general information about the Al model (section Overview). First,
the start date of model implementation and version number are
collected. This is followed by technical details on the model, cov-
ering: the type of model, its architecture, the task of the model,
the data it applies to, as well as programming languages and en-
vironments used to build it. The next aspect covers the training
of the models and contains a form field for general information
about model training as well as information about retraining. The
template also collects information about the performance of the
model. It covers the evaluation metrics used as well as possible
benchmarking. Additionally, it asks about evaluation w.r.t. perfor-
mance factors. The term “factors” originates from the model card
framework, referring to “demographic or phenotypic groups, envi-
ronmental conditions, technical attributes, or others” [26]. Finally,
the template asks whether performance evaluation is continuous
and how uncertainty and variability are taken into account when
evaluating the model.

2https://www.blauer-engel.de/de/produktwelt/rechenzentren
Bhttps://www.energystar.gov/about
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Under Social Sustainability, the template first asks about the
transparency of the model. Here, it covers both the interpretability
of the model itself and the usage of methods to increase its trans-
parency and explainability. The template also covers the aspect of
non-discrimination, which includes the collection of information on
evaluation through fairness metrics as well as methods for debias-
ing is collected. The third aspect is the privacy of the model, and the
template is covering its evaluation as well as methods to improve
it. Under Environmental Sustainability, several complexity mea-
sures for Al models are collected. Space complexity is covered by
asking about storage, while time complexity is covered by FLOPS,
runtime of model training, and runtime of model inference. The
template then documents tracking of energy use and emissions; if
such a tracking was done, the numbers should be provided here. If
not, the template asks for details that would allow us to estimate en-
ergy consumption and emissions, based on the formula for emission
estimation proposed in [22] (see also Section 2, Paragraph “Environ-
mental Sustainability”). To this end, the template covers: training
and inference time, carbon intensity of the training and inference
hardware, and power consumption of the training and inference
hardware. In addition, the template documents measures to reduce
the complexity of the model. Economic Sustainability covers the
aspect of sharing. Here, the template includes information about
the public availability of the model, the citation and license details,
a contact person, and its maintenance. Next, the template covers
the usage of the Al model, specifically, other tasks and contexts
the model could be used for, as well as out-of-scope applications
that the organization developing the Al system could foresee. The
last question under this dimension documents the compatibility
of the model with software libraries and environments, as well as
datasets.

Finally, the template covers Additional Harms, a section that
was added to make sure that no harms are missed in the AT model
template. It contains a general question about harms not yet dis-
cussed, one question about their mitigation, as well as a specific
question on harms for GPAI models. For a detailed discussion of
GPAI models, see Section 3.3.

3.2.3 Dataset template. Table 3 shows an overview of the dataset
template. The first part of the template covers the collection of
the dataset, including general information on the data collection,
dataset sampling, information on possible labeling tasks, time frame
of the collection, and purpose of the collection. Second, a detailed de-
scription of the dataset follows, covering data modality, description
of its features, meaning of the instances, the label or target, dataset
size, relation between instances and links to external sources, pos-
sible missing information, errors in the dataset, as well as possibly
confidential or offensive information. Under processing, the tem-
plate collects information about preprocessing applied to the dataset
and how the dataset was split (both ratios and the method). Finally,
it covers information about updates to the dataset, as well as how
the dataset is stored.

Under Social Sustainability, the template documents the as-
pect of non-discrimination. While the first question is about the
representativeness of the data, e.g., whether the distribution of
training data reflects the distribution of the deployment data, the
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Overview
1. Date and version
2. Description/Details
Type of model
Architecture
Task of model
Data
Languages and libraries
3. Training
Details model training
Retraining
4. Performance
Metrics and benchmarks
Factors
Uncertainty and variability
Social sustainability
1. Transparency
Interpretabiliy
Explainability methods
2. Non-discrimination
Evaluation (fairness metrics)
Methods for model debiasing
3. Privacy
Evaluation
Measures to improve privacy
Environmental sustainability
1. Complexity, energy use and emissions
Complexity measures
Tracking or estimation of emissions
Measures to reduce complexity
Economic sustainability
1. Sharing
Public availability
Citation, license
Contact person, maintaining
2. Usage
Use, incl. out-of-scope use
3. Compatibility
Compatibility
Additional Harms

Table 2: Overview of the Al model template.

template also covers possible methods to ensure such representa-
tiveness. Additionally, a question about sensitive features or their
proxies is posed, together with a question on how the organization
developing the Al system made sure that this did not lead to bias.
In addition, the template covers the privacy of the dataset. Here,
both evaluation measures and possible mitigation strategies are
included. In the Environmental Sustainability dimension, the
template collects information about the complexity of the dataset,
specifically space complexity as storage. In addition, measures are
documented to reduce its complexity. Under Economic Sustain-
ability, the template covers very similar aspects as the Al model
template: information about sharing the dataset concerns its public
availability, the citation and license details, a contact person, and
its maintenance. Under usage, other contexts and tasks in which
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Overview
1. Collection
General, sampling
Labeling
Time frame
Purpose
2. Description
Data modality
Description features
Meaning of instances
Label / target
Size
Relations and external sources
Missing information, errors, confidentiality or offensiveness
3. Processing
Preprocessing
Splits
4. Maintenance
Updates
Storage
Social sustainability
1. Non-discrimination
Representativeness
Methods for rebalancing
Sensitive features or proxies
Measures
2. Privacy
Evaluation
Measures
Environmental sustainability
1. Complexity, energy use and emissions
Complexity measures
Reduction of complexity
Economic sustainability
1. Sharing
Public availability
Citation, license
Contact person, maintaining
2. Usage
Use, incl. unwanted use
3. Compatibility
Compatibility
Additional Harms

Table 3: Overview of the dataset template

the dataset could be used as well as those in which it should not be
used are covered. Lastly, compatibility addresses to which models,
software libraries, and environments the dataset is compatible.

The section Additional Harms addresses additional harms of
the dataset that are not yet discussed, including a question about
their mitigation.

3.3 GPAI models

The EU AI Act defines a general-purpose Al (GPAI) model as “an
Al model, including where such an Al model is trained with a large
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C Al MODEL SUSTAINABILITY

(43 form fields)
Transparency:

1. Do you deploy a transparent or interpretable model?

D ves B No
2. Do you use any method to increase the transparency and
explainability of your model?

0 ves B No

3. If yes, which?

e.g., SHAP or LIME

Figure 2: A screenshot from a part of the AI model template,
implemented as online questionnaire in Tally. The screen-
shot shows the first three questions under the aspect of trans-
parency.

amount of data using self-supervision at scale, that displays signifi-
cant generality and is capable of competently performing a wide
range of distinct tasks regardless of the way the model is placed
on the market and that can be integrated into a variety of down-
stream systems or applications” (Article 3(63)) [8]. Examples of such
models are the GPT-models by OpenAlI or Gemini by Google [6].

Although our templates could also be filled for GPAI models, it
is more likely that such a model is integrated (prompted) by the
organization developing an Al system and filling the templates.
To cover such a use of GPAI models, we therefore added specific
sections to the Al model template that should only be filled in such
cases. First, the name, number of prompts, and their average length
is documented (Section Overview). Second, the length of each
prompt is asked for (Section Environmental Sustainability). This
data is needed to compute an estimate of the energy consumption
and emissions created by the integration of the provided prompts
into the Al system (see also Section 2.1, Paragraph “Environmental
Sustainability”). Third, we added a section specific to the risks
of GPAI models (Section Additional Harms). Specifically, the
template provides a list of risks specific to GPAI models - extracted
from the work by Solaiman et al. [35] - from which risks relevant
to the Al system in focus should be selected. In addition, possible
mitigation strategies are discussed.

4 Discussion
4.1 Scope of the AIMS-Templates

The templates maintain a strong focus on technical aspects. Al-
though “softer” aspects -— such as information about the design
process of the Al system, e.g., whether affected people were part of
it -— are relevant for a comprehensive understanding of the impact
of an Al system [34], this is not the focus of the templates. In the
revised version, we emphasized this technical focus by cutting or
replacing as many open questions as possible. Furthermore, we

293

GoodIT 26, September 02-04, 2026, Pisa, Italy

integrated some aspects of [21], which has a strong focus on the
legal compliance of Al systems with the EU AI Act. However, docu-
mentation for legal compliance is not the focus of our work, and no
statements about compliance of an Al system documented using
the AIMS-Templates can be made.

In addition, we acknowledge that the Al system template does
not cover any aspect of economic sustainability. This is due to
the ambiguity of assigning some of the form fields. In the case of
economic sustainability, we decided that sharing, use, and com-
patibility details are more relevant for the individual parts (model,
dataset) than for the full Al system because it puts a stronger focus
on their reusability. Furthermore, we acknowledge that the eco-
nomic impact of an Al system additionally includes non-technical
and further downstream aspects which are not the focus of the
AIMS-Templates.

4.2 Challenges when designing the
AIMS-Templates

When implementing the AIMS-Templates, we faced two key chal-
lenges. First, the templates are designed to be as agnostic as possible
to the type of Al model and the dataset. To ensure this, we 1) framed
the questions, even if most of them are closed, as generally as possi-
ble; 2) added open text fields to the templates for additional details;
and 3) added some specific questions for the case of GPAI mod-
els. However, we acknowledge that this means potentially missing
valuable information because it is not directly requested.

Second, the objective was also to design templates that cover
all relevant details of an Al system but require only a reasonable
time effort. This means that there is a trade-off between the level of
detail covered in the templates and the time required to complete
them. We approached this by incorporating as much feedback from
practitioners as possible, and by prioritizing closed questions over
open questions. The motivation behind balancing this trade-off was
to also enable smaller organizations that develop Al systems to fill
the AIMS-Templates.

4.3 First learning from using the
AIMS-Templates in practice

The AIMS-Templates are part of the Impact Al research project.
Being embedded in this project already allowed us to use the tem-
plates in two use cases. The first is an Al system that supports fact
checkers by flagging potential misinformation. The second use case
is an Al system that creates structured and interactive reports from
large amounts of input data, with the aim to specifically support the
discourse and opinion formation in large groups. In the following,
we discuss two aspects of using the templates in practice: different
approaches to filling the template and how these strategies com-
pare, as well as first observations about the different sustainability
dimensions.

On filling the templates. How the AIMS-Templates are filled, is a
decision by those using the templates. When deploying the AIMS-
Templates in the use cases described above, we did not fill them
directly but conducted two interviews with interview questions
that closely resembled the templates. The interviewee was a per-
son responsible for the technical implementation of the Al system.
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This interview strategy proved to be helpful for directly explaining
the uncertainties that can exist about the templates and to better
understand the answers to the templates (i.e., to the interview ques-
tions). However, it also posed some drawbacks. First, interviews
not only required finding a time slot for both interviewer and in-
terviewee, but also required recording, transcription, and filling
in of the templates by the interviewer. Also, in some cases, not all
information was available at the time of interview, which required
sending follow-up emails to ask for the missing information. Sec-
ond, an interview can appear quite repetitive if the Al system is
complicated and questions need to be repeated (e.g., if there are
several datasets).

For the use case we are currently investigating, we therefore
implemented the revised AIMS-Templates as three independent
online questionnaires using the software platform Tally'. This
makes it possible for organizations that develop Al systems and
that participate in our research to fill the templates at a time of their
convenience. No more recording and transcription is necessary,
and completed questionnaires can be downloaded directly from
the software platform. Also, through the online questionnaire, we
can determine the exact format of the answers, e.g., whether they
should be in the format of a multiple choice or open text answer.
In Figure 2, a screenshot of one of the implemented questionnaires
is shown.

Sustainability dimensions. One observation we made when us-
ing the AIMS-Templates in practice was that organizations seem to
have a clearer understanding of their impact in regards to social and
economic sustainability compared to environmental sustainability.
Although this does not mean that environmental sustainability is
not a concern in their work or that there was no meaningful discus-
sion, this is an interesting observation. There could potentially be
two reasons for this: 1) environmental sustainability is a concern
that is more relevant for large Al models such as GPAI models
and that, more generally, came to public attention only in recent
years, starting with the contribution of Strubell et al. [36]; 2) the
two cases we investigated both have a strong focus on social topics,
which may lead to stronger focus on the social aspects of their
applications in general.

4.4 Impact assessment based on the
AIMS-Templates

As part of the Impact Al research project, the AIMS-Templates
is not only a documentation framework for Al systems. It is also
integral to the Impact-AI-Method, an impact assessment method for
Al systems. This method contains a set of assessment questions that
are answered by drawing both on the AIMS-Templates and data
collected during the additional interviews as part of the Impact-
Al-Method. Most of the assessment questions that focus on the
information provided by the AIMS-Templates are simple yes-no-
questions, allowing for a straightforward analysis of the results
(e.g., “Did the project deploy a transparent or interpretable model?”).
However, for the overall assessment in the Impact-Al-Method, this
does not hold: here, the majority of assessment questions are open
and require deliberation to be answered. This assessment is aligned

https://tally.so/

294

State et al.

with the Principles for the Ethical Use of Artificial Intelligence in the
United Nations System [28] and consists of 26 assessment criteria.

5 Conclusion

Current documentation practices of Al systems consider only se-
lected areas of impact or do not take the complexity of real-world
Al systems into account. To close this gap, we presented the Al
through the lens of Multidimensional Sustainability Templates (AIMS-
Templates), a documentation framework that accounts for the com-
plexities of real-world Al systems including their dependencies
on hardware and embedding in digital infrastructure. Additionally,
by using the angle of multidimensional sustainability, the tem-
plates can be used to document comprehensively the impact of
an Al system on society, the environment, and the economy. The
AIMS-Templates are intended for organizations that develop Al
systems. It is not restricted to a specific type of Al model and is
designed with practical applicability in mind. We already used the
AIMS-Templates in practice. Future work will discuss the results
from these use cases in-depth, including, how the design of the
AIMS-Templates was useful to cover different types of Al systems.

We understand the AIMS-Templates as a contribution to the
often-called-for greater transparency of Al systems and by incorpo-
rating a multidimensional sustainability perspective, the templates
additionally provide a basis for assessing the impact of Al systems,
including their possibly positive contribution towards greater sus-
tainability.

Acknowledgments

The Impact Al project is conducted by the Alexander von Humboldt
Institute for Internet and Society in collaboration with Greenpeace
and Economy for the Common Good. The research project is funded
by Volkswagen Foundation as part of the Change! Fellowship pro-
gram.

References

[1] David Adkins, Bilal Alsallakh, Adeel Cheema, Narine Kokhlikyan, Emily
McReynolds, Pushkar Mishra, Chavez Procope, Jeremy Sawruk, Erin Wang,
and Polina Zvyagina. 2022. Method cards for prescriptive machine-learning
transparency. In CAIN. ACM, 90-100.

[2] José M. Alvarez, Alejandra Bringas Colmenarejo, Alaa Elobaid, Simone Fabbrizzi,
Miriam Fahimi, Antonio Ferrara, Siamak Ghodsi, Carlos Mougan, Ioanna Papa-
georgiou, Paula Reyero Lobo, Mayra Russo, Kristen M. Scott, Laura State, Xuan
Zhao, and Salvatore Ruggieri. 2024. Policy advice and best practices on bias and
fairness in Al Ethics Inf. Technol. 26, 2 (2024), 31.

3] Amnesty International. 2021. Xenophobic Machines.

] Kate Crawford. 2021. The Atlas of AI: Power, Politics, and the Planetary Costs of

Artificial Intelligence. Yale University Press.

[5] Anamaria Crisan, Margaret Drouhard, Jesse Vig, and Nazneen Rajani. 2022.
Interactive Model Cards: A Human-Centered Approach to Model Documentation.
In FAccT. ACM, 427-439.

[6] Dekra. [n.d.]. General-Purpose AI (GPAI) Models & The EU Al Act: How Modifi-
cations Trigger Legal Impact. https://www.dekra.com/en/general-purpose-ai-
models-and-eu-ai-act/.

[7] European Parliament and the Council of the European Union. 2016. Regulation
(EU) 2016/679 on the protection of natural persons with regard to the processing
of personal data and on the free movement of such data, and repealing directive
95/46/EC (General Data Protection Regulation). OJ L 119/1.

[8] European Parliament and the Council of the European Union. 2024. European
Parliament Legislative Resolution of 13 March 2024 on the Proposal for a Regula-
tion of the European Parliament and of the Council Laying down Harmonised
Rules on Artificial Intelligence (Artificial Intelligence Act) and Amending Certain
Union Legislative Acts. COM(2021)0206 — C9-0146/2021 — 2021/0106(COD).


https://tally.so/
https://www.dekra.com/en/general-purpose-ai-models-and-eu-ai-act/
https://www.dekra.com/en/general-purpose-ai-models-and-eu-ai-act/

The AIMS-Templates: Documenting the multidimensional sustainability of Al systems

=

[10

[11

[12]

(13

[14

[15]

[16

(17

[18

[19]

[20

[21]

[22

[24]

Sophia Falk, Nicholas Kluge Corréa, Sasha Luccioni, Lisa Biber-Freudenberger,
and Aimee van Wynsberghe. 2025. From FLOPs to Footprints: The Resource Cost
of Artificial Intelligence. CoRR abs/2512.04142 (2025).

Raphael Fischer, Matthias Jakobs, Sascha Miicke, and Katharina Morik. 2022.
A Unified Framework for Assessing Energy Efficiency of Machine Learning.
In PKDD/ECML Workshops (1) (Communications in Computer and Information
Science, Vol. 1752). Springer, 39-54. doi:10.1007/978-3-031-23618-1_3

Timnit Gebru, Jamie Morgenstern, Briana Vecchione, Jennifer Wortman Vaughan,
Hanna M. Wallach, Hal Daumé III, and Kate Crawford. 2021. Datasheets for
Datasets. Commun. ACM 64, 12 (2021), 86—92. d0i:10.48550/arXiv.1803.09010
Delaram Golpayegani, Isabelle Hupont, Cecilia Panigutti, Harshvardhan J. Pandit,
Sven Schade, Declan O’Sullivan, and Dave Lewis. 2024. Al Cards: Towards an
Applied Framework for Machine-Readable AI and Risk Documentation Inspired
by the EU AI Act. In APF (Lecture Notes in Computer Science). Springer, 48-72.
Riccardo Guidotti, Anna Monreale, Salvatore Ruggieri, Franco Turini, Fosca
Giannotti, and Dino Pedreschi. 2019. A Survey of Methods for Explaining Black
Box Models. ACM Comput. Surv. 51,5 (2019), 93:1-93:42.

Sarah Holland, Ahmed Hosny, Sarah Newman, Joshua Joseph, and Kasia Chmielin-
ski. 2018. The Dataset Nutrition Label: A Framework To Drive Higher Data
Quality Standards. CoRR abs/1805.03677 (2018).

HuggingFace. [n.d.]. Al Energy Score. https://huggingface.github.io/AIEnergy
Score/.

Aapti Institute. 2026. Invisible Workers, Visible Harms: Perils and Precarities of
Labour.

Nidhal Jegham, Marwan F. Abdelatti, Lassad Elmoubarki, and Abdeltawab M.
Hendawi. 2025. How Hungry is AI? Benchmarking Energy, Water, and Carbon
Footprint of LLM Inference. CoRR abs/2505.09598 (2025).

Gwendal Jouneaux and Jordi Cabot. 2025. Towards Sustainability Model Cards.
In Green-Aware AI@ECAI (CEUR Workshop Proceedings). CEUR-WS.org, 20-28.
Pengfei Li, Jianyi Yang, Mohammad A. Islam, and Shaolei Ren. 2025. Making
Al Less "Thirsty": Uncovering and Addressing the Secret Water Footprint of Al
Models. doi:10.48550/arXiv.2304.03271

Bo Liu, Ming Ding, Sina Shaham, Wenny Rahayu, Farhad Farokhi, and Zihuai
Lin. 2022. When Machine Learning Meets Privacy: A Survey and Outlook. ACM
Comput. Surv. 54, 2 (2022), 31:1-31:36.

Laura Lucaj, Alex Loosley, Hakan Jonsson, Urs Gasser, and Patrick van der Smagt.
2025. TechOps: Technical Documentation Templates for the AI Act. CoRR
abs/2508.08804 (2025).

Alexandra Sasha Luccioni and Alex Hernandez-Garcia. 2023. Counting Carbon:
A Survey of Factors Influencing the Emissions of Machine Learning. CoRR
abs/2302.08476 (2023).

Sasha Luccioni, Yacine Jernite, and Emma Strubell. 2024. Power Hungry Pro-
cessing: Watts Driving the Cost of AI Deployment?. In The 2024 ACM Conference
on Fairness Accountability and Transparency. ACM, Rio de Janeiro Brazil, 85-99.
doi:10.1145/3630106.3658542

Sasha Luccioni, Sylvain Viguier, and Anne-Laure Ligozat. 2023. Estimating the
Carbon Footprint of BLOOM, a 176B Parameter Language Model. J. Mach. Learn.
Res. 24 (2023), 253:1-253:15. d0i:10.48550/arXiv.2211.02001

295

[25

[26

[30]

[31

[35

[36

[37

(38]

GoodIT 26, September 02-04, 2026, Pisa, Italy

Milagros Miceli, Julian Posada, and Tianling Yang. 2022. Studying Up Machine
Learning Data: Why Talk About Bias When We Mean Power? Proc. ACM Hum.
Comput. Interact. 6, GROUP (2022), 34:1-34:14.

Margaret Mitchell, Simone Wu, Andrew Zaldivar, Parker Barnes, Lucy Vasserman,
Ben Hutchinson, Elena Spitzer, Inioluwa Deborah Raji, and Timnit Gebru. 2019.
Model Cards for Model Reporting. In FAT. ACM, 220-229. doi:10.1145/3287560.
3287596

Christoph Molnar. 2019. Interpretable Machine Learning. https://christophm.git
hub.io/interpretable-ml-book/.

United Nations. 2022.

Eirini Ntoutsi, Pavlos Fafalios, Ujwal Gadiraju, Vasileios Iosifidis, Wolfgang Nejdl,
Maria-Esther Vidal, Salvatore Ruggieri, Franco Turini, Symeon Papadopoulos,
Emmanouil Krasanakis, Ioannis Kompatsiaris, Katharina Kinder-Kurlanda, Clau-
dia Wagner, Fariba Karimi, Miriam Fernandez, Harith Alani, Bettina Berendt, Tina
Kruegel, Christian Heinze, Klaus Broelemann, Gjergji Kasneci, Thanassis Tiropa-
nis, and Steffen Staab. 2020. Bias in data-driven artificial intelligence systems -
An introductory survey. WIREs Data Mining Knowl. Discov. 10, 3 (2020).

World Commission on Environment and Development. 1987. Our Com-
mon Future: Report of the World Commission on Environment and Devel-
opment. https://sustainabledevelopment.un.org/content/documents/5987our-
common-future.pdf

Politico. [n. d.]. Dutch scandal serves as a warning for Europe over risks of using
algorithms. https://www.politico.eu/article/dutch-scandal-serves-as-a-warning-
for-europe-over-risks-of-using-algorithms/. Accessed 2023-12.

Propublica. [n.d.]. How We Analyzed the COMPAS Recidivism Algo-
rithm. https://www.propublica.org/article/how-we-analyzed-the-compas-re
cidivism-algorithm. Accessed 2021-07.

Mahima Pushkarna, Andrew Zaldivar, and Oddur Kjartansson. 2022. Data Cards:
Purposeful and Transparent Dataset Documentation for Responsible AL In FAccT.
ACM, 1776-1826.

Friederike Rohde, Josephin Wagner, Andreas Meyer, Philipp Reinhard, Marcus
Voss, Ulrich Petschow, and Anne Mollen. 2024. Broadening the Perspective
for Sustainable Artificial Intelligence: Sustainability Criteria and Indicators for
Artificial Intelligence Systems. 66 (2024), 101411. doi:10.1016/j.cosust.2023.101411
Irene Solaiman, Zeerak Talat, William Agnew, Lama Ahmad, Dylan Baker, Su Lin
Blodgett, Canyu Chen, Hal Daumé III, Jesse Dodge, Isabella Duan, Ellie Evans, Fe-
lix Friedrich, Avijit Ghosh, Usman Gohar, Sara Hooker, Yacine Jernite, Ria Kalluri,
Alberto Lusoli, Alina Leidinger, Michelle Lin, Xiuzhu Lin, Sasha Luccioni, Jennifer
Mickel, Margaret Mitchell, Jessica Newman, Anaelia Ovalle, Marie-Therese Png,
Shubham Singh, Andrew Strait, Lukas Struppek, and Arjun Subramonian. 2024.
Evaluating the Social Impact of Generative Al Systems in Systems and Society.
doi:10.48550/arXiv.2306.05949

Emma Strubell, Ananya Ganesh, and Andrew McCallum. 2019. Energy and
Policy Considerations for Deep Learning in NLP. In ACL (1). Association for
Computational Linguistics, 3645-3650.

UNESCO. 2023. Unesco Ethical Impact Assessment: A Tool of the Recommenda-
tion on the Ethics of Artificial Intelligence. doi:10.54678/YTSA7796

Aimee van Wynsberghe. 2021. Sustainable AI: Al for sustainability and the
sustainability of AL. AI Ethics 1, 3 (2021), 213-218.


https://doi.org/10.1007/978-3-031-23618-1_3
https://doi.org/10.48550/arXiv.1803.09010
https://huggingface.github.io/AIEnergyScore/
https://huggingface.github.io/AIEnergyScore/
https://doi.org/10.48550/arXiv.2304.03271
https://doi.org/10.1145/3630106.3658542
https://doi.org/10.48550/arXiv.2211.02001
https://doi.org/10.1145/3287560.3287596
https://doi.org/10.1145/3287560.3287596
https://christophm.github.io/interpretable-ml-book/
https://christophm.github.io/interpretable-ml-book/
https://sustainabledevelopment.un.org/content/documents/5987our-common-future.pdf
https://sustainabledevelopment.un.org/content/documents/5987our-common-future.pdf
https://www.politico.eu/article/dutch-scandal-serves-as-a-warning-for-europe-over-risks-of-using-algorithms/
https://www.politico.eu/article/dutch-scandal-serves-as-a-warning-for-europe-over-risks-of-using-algorithms/
https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm
https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm
https://doi.org/10.1016/j.cosust.2023.101411
https://doi.org/10.48550/arXiv.2306.05949
https://doi.org/10.54678/YTSA7796

	Abstract
	1 Introduction
	1.1 Structure of the paper

	2 Background and related work
	2.1 Sustainability of AI
	2.2 Documentation

	3 The AIMS-Templates
	3.1 Development process
	3.2 Description
	3.3 GPAI models

	4 Discussion
	4.1 Scope of the AIMS-Templates
	4.2 Challenges when designing the AIMS-Templates
	4.3 First learning from using the AIMS-Templates in practice
	4.4 Impact assessment based on the AIMS-Templates

	5 Conclusion
	Acknowledgments
	References

